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Abstract 
Sepsis remains one of the leading causes of 

mortality worldwide, with delayed diagnosis 

significantly increasing the risk of organ 

dysfunction, septic shock, and death. Although 

machine learning (ML) techniques have 

demonstrated considerable potential for early sepsis 

prediction, many existing studies focus on a single 

algorithm or employ limited hyperparameter 

optimization strategies, resulting in suboptimal 

predictive performance and limited model 

generalizability. This study presents a comparative 

machine learning framework for early sepsis 

prediction using three state-of-the-art gradient 

boosting algorithms: CatBoost, Extreme Gradient 

Boosting (XGBoost), and Light Gradient Boosting 

Machine (LightGBM). The study utilized a publicly 

available clinical dataset comprising patients 

diagnosed with and without sepsis, with prediction 

models developed for three clinically relevant 

prediction horizons of 6, 12, and 24 hours before 

sepsis onset. Data preprocessing included missing 

value handling, feature scaling where appropriate, 

class balancing using the Synthetic Minority 

Oversampling Technique (SMOTE), and Bayesian 

hyperparameter optimization implemented through 

Optuna with five-fold cross-validation to identify 

optimal model configurations. Model performance 

was evaluated using Accuracy, Precision, Recall, 

F1-score, and the Area Under the Receiver 

Operating Characteristic Curve (ROC-AUC). 

Experimental results demonstrate that all three 

ensemble learning algorithms achieved high 

predictive performance across the different 

prediction horizons. At the 6-hour prediction 

window, LightGBM achieved the highest 

classification accuracy (97.45%) and ROC-AUC 

(0.8625), while XGBoost produced the highest 

recall (59.82%), indicating superior sensitivity in 

identifying patients at risk of developing sepsis. For 

the 12-hour prediction horizon, LightGBM 

consistently outperformed the competing models 

with an accuracy of 97.19% and ROC-AUC of 

0.8840, whereas XGBoost maintained the highest 

recall (65.74%). At the 24-hour prediction horizon, 

CatBoost achieved the highest classification 

accuracy (96.68%) and precision (94.63%), while 

LightGBM recorded the highest ROC-AUC 

(0.9134) and XGBoost attained the best recall 

(72.33%) and F1-score (78.18%). These findings 

demonstrate that although LightGBM provides the 

strongest overall discriminative capability, XGBoost 

exhibits greater sensitivity for early case 

identification, and CatBoost offers improved 

predictive precision at longer prediction intervals. 

The study contributes to the growing body of 

intelligent clinical decision support systems by 

providing a robust comparative evaluation of 

optimized gradient boosting algorithms for early 

sepsis prediction across multiple temporal windows. 

The integration of Bayesian hyperparameter 

optimization and synthetic data balancing 

significantly enhances model robustness and 

predictive reliability. The proposed framework has 

the potential to support healthcare professionals in 

facilitating timely clinical intervention, improving 

patient outcomes, and reducing sepsis-related 

mortality in critical care environments. 
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I. Introduction 
Sepsis is a life-threatening syndrome 

characterized by a dysregulated host response to 

infection that results in acute organ dysfunction and 

remains one of the leading causes of preventable 

mortality worldwide. Despite significant advances 

in critical care medicine, antimicrobial therapy, and 

intensive care management, sepsis continues to 

impose a substantial burden on healthcare systems 

due to its high mortality rate, prolonged 

hospitalization, and escalating treatment costs. 

According to the Global Burden of Disease (GBD) 

Study, approximately 49 million individuals develop 

sepsis annually, contributing to nearly 11 million 

deaths worldwide, representing almost one-fifth of 

all global deaths (Rudd et al., 2020). Although 

improvements in clinical management have reduced 

mortality in some high-income countries, the burden 

remains disproportionately higher in low- and 

middle-income countries owing to delayed 

diagnosis, limited healthcare resources, and 

inadequate access to critical care services 

(Fleischmann-Struzeket al., 2024). The clinical 

progression of sepsis is highly dynamic and 

unpredictable. Patients may initially present with 

subtle physiological abnormalities that rapidly 

progress to septic shock, multiple organ dysfunction 

syndrome (MODS), and death if timely intervention 

is not initiated. The Surviving Sepsis Campaign 

consistently emphasises that early recognition and 

prompt administration of appropriate treatment 

significantly improve survival outcomes, with 

delays in antimicrobial therapy substantially 

increasing mortality risk (Evans et al., 2021). 

Consequently, the ability to identify patients who 

are likely to develop sepsis several hours before 

clinical manifestation has become an important 

objective within critical care medicine and health 

informatics. 

Several recent studies have successfully 

applied machine learning algorithms for early sepsis 

prediction using publicly available intensive care 

datasets such as MIMIC-III, MIMIC-IV, eICU, and 

PhysioNet. For instance, Moor et al. (2021) 

demonstrated that temporal machine learning 

models significantly outperform conventional 

clinical scoring systems in predicting sepsis several 

hours before onset. Similarly, Reyna et al. (2022) 

reported that ensemble learning techniques achieved 

competitive predictive performance during the 

PhysioNet/Computing in Cardiology Challenge on 

early sepsis detection. More recent investigations 

have incorporated deep learning architectures, 

transformer-based neural networks, and explainable 

artificial intelligence (XAI) to further improve 

predictive accuracy and clinical interpretability 

(Nematiet al., 2022; Zhang et al., 2024). 

Nevertheless, although deep learning approaches 

frequently report high predictive performance, they 

often require extensive computational resources, 

large training datasets, and limited interpretability, 

thereby restricting their practical deployment in 

many healthcare environments. 

Despite these advances, several important 

methodological limitations remain evident in the 

current literature. First, numerous studies evaluate 

only a single machine learning algorithm without 

conducting comprehensive comparisons among 

state-of-the-art ensemble learning methods under 

identical experimental conditions. Such approaches 

make it difficult to determine which algorithm 

consistently provides the most reliable predictive 

performance. Second, many existing models rely on 

default hyperparameter settings or traditional 

optimization techniques such as grid search or 

random search, which are computationally 

expensive and may fail to identify globally optimal 

parameter configurations. Bayesian optimization 

frameworks, particularly Optuna, have recently 

demonstrated improved optimization efficiency 

through adaptive search strategies that reduce 

computational cost while identifying better-

performing model configurations. However, their 

application within early sepsis prediction remains 

relatively limited. Third, the severe class imbalance 

commonly observed in sepsis datasets often biases 

classifiers towards the majority class, leading to 

deceptively high classification accuracy while 

substantially reducing recall for patients with sepsis. 

Since failing to identify septic patients carries 

significant clinical consequences, improving recall 

without compromising overall discrimination 

remains a critical challenge.Furthermore, many 

previous studies evaluate predictive performance at 

a single prediction horizon, whereas clinical 

decision-making often requires accurate prediction 

several hours before disease onset to maximize 

opportunities for timely intervention. Comparing 

predictive performance across multiple temporal 

windows provides a more comprehensive 

understanding of model robustness and practical 

clinical utility. Consequently, evaluating machine 

learning models across 6-hour, 12-hour, and 24-hour 

prediction horizons offers valuable insights into how 

predictive capability evolves as the onset of sepsis 

approaches.The primary objective of this study is to 

develop and comparatively evaluate an optimized 

machine learning framework based on CatBoost, 
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XGBoost, and LightGBM for the early prediction of 

sepsis at 6-hour, 12-hour, and 24-hour clinical 

prediction horizons using Bayesian 

hyperparameteroptimisation (Optuna), SMOTE-

based class balancing, and comprehensive 

performance evaluation metrics. 

 

II. Literature Review 
Early sepsis prediction has become one of 

the most active research areas within medical 

artificial intelligence. Numerous investigations have 

explored both conventional ML algorithms and 

advanced deep learning architectures using large-

scale ICU datasets such as MIMIC-III, MIMIC-IV, 

eICU Collaborative Research Database, and the 

PhysioNet Challenge datasets. Reyna et al. (2022) 

organised the PhysioNet/Computing in Cardiology 

Challenge to encourage development of ML models 

capable of predicting sepsis several hours before 

clinical diagnosis. The competition demonstrated 

that ensemble learning approaches consistently 

ranked among the highest-performing predictive 

models, particularly when combined with effective 

feature engineering and temporal physiological 

information. Similarly, Moor et al. (2021) 

demonstrated that machine learning models 

significantly outperform traditional clinical scoring 

systems in identifying patients at risk of developing 

sepsis before overt clinical deterioration occurs. 

Their findings highlighted the value of integrating 

multiple physiological measurements rather than 

relying solely on static laboratory thresholds. More 

recently, Zhang et al. (2024) investigated 

explainable machine learning frameworks for sepsis 

prediction and reported that gradient boosting 

algorithms achieved excellent discrimination while 

providing clinically interpretable feature importance 

through SHAP (Shapley Additive Explanations). 

Their findings indicated that physiological variables 

including heart rate, respiratory rate, white blood 

cell count, lactate concentration, and blood pressure 

consistently ranked among the strongest predictors 

of sepsis onset. Similarly, Wang et al. (2023) 

compared several ensemble learning algorithms for 

ICU sepsis prediction and concluded that 

LightGBM achieved superior computational 

efficiency while maintaining excellent predictive 

discrimination. However, the study evaluated 

models using largely default hyperparameter 

settings, limiting opportunities for further 

optimization. Li et al. (2023) proposed an XGBoost-

based sepsis prediction model using electronic 

health records and demonstrated improved 

sensitivity compared with conventional statistical 

approaches. Nevertheless, the authors acknowledged 

that prediction performance remained affected by 

class imbalance, particularly during early prediction 

windows. Another important contribution was 

presented by Ahmed et al. (2024), who employed 

CatBoost for early ICU mortality prediction among 

septic patients. Their study demonstrated that 

CatBoost effectively handled heterogeneous clinical 

variables while achieving competitive classification 

accuracy. However, the investigation focused 

exclusively on mortality prediction rather than early 

sepsis detection and therefore cannot be directly 

generalized to diagnostic prediction. Collectively, 

these studies demonstrate that gradient boosting 

algorithms represent some of the most promising 

approaches for early sepsis prediction. Nevertheless, 

predictive performance varies considerably 

depending on dataset characteristics, preprocessing 

strategies, optimization techniques, and evaluation 

methodology. 

 

III. Methodology 
This study adopted a quantitative 

experimental research design to develop and 

evaluate a machine learning framework for the early 

prediction of sepsis. The proposed framework 

consists of five major stages: data acquisition, data 

preprocessing, class balancing, Bayesian 

hyperparameter optimization, model development, 

and performance evaluation. Three state-of-the-art 

gradient boosting algorithms—CatBoost, Extreme 

Gradient Boosting (XGBoost), and Light Gradient 

Boosting Machine (LightGBM)—were 

comparatively evaluated for predicting sepsis at 

three clinically relevant prediction horizons of 6, 12, 

and 24 hours before sepsis onset. The experimental 

workflow was implemented in Python using widely 

adopted machine learning libraries, including Scikit-

learn, XGBoost, CatBoost, LightGBM, Imbalanced-

learn, and Optuna. 

 

3.1 Data Description 

The study utilized the publicly available 

PhysioNet/Computing in Cardiology Challenge 

2019 dataset for early sepsis prediction (Reyna et 

al., 2020). The dataset contains anonymised 

electronic health records (EHRs) collected from 

intensive care unit (ICU) patients admitted to two 

large healthcare institutions. It was specifically 

developed to facilitate the development of machine 

learning algorithms capable of predicting sepsis 

before clinical diagnosis. The dataset comprises 

both septic and non-septic patient records and 

includes a comprehensive collection of 

physiological measurements, laboratory test results, 

demographic characteristics, and clinical 

observations recorded over time. To investigate the 

capability of machine learning models to provide 
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early warning of sepsis, three independent 

prediction datasets corresponding to 6-hour, 12-

hour, and 24-hour prediction horizons were 

utilised. This enabled evaluation of model 

robustness at different stages preceding the onset of 

sepsis. 

 

3.2 Data Preprocessing 

Data preprocessing was performed to 

improve data quality and ensure reliable machine 

learning model development. Clinical datasets 

frequently contain missing values, noisy 

observations, inconsistent measurements, and highly 

imbalanced class distributions, all of which may 

adversely affect predictive performance.Clinical 

variables with missing observations were processed 

using appropriate imputation techniques to minimize 

information loss while preserving the statistical 

characteristics of the dataset. Numerical variables 

were imputed using suitable central tendency 

measures, ensuring that missing observations did not 

introduce bias into model training.Duplicate patient 

records, inconsistent observations, and invalid 

measurements were identified and removed where 

necessary. Variable data types were verified to 

ensure compatibility with subsequent machine 

learning algorithms.The predictor variables were 

separated from the target variable (SepsisLabel). 

The dataset was then partitioned into training and 

testing subsets using stratified sampling to preserve 

the original class distribution within both 

datasets.One of the major challenges associated with 

sepsis prediction is class imbalance, where septic 

patients constitute a relatively small proportion of 

the dataset compared with non-septic patients. 

Machine learning algorithms trained on such 

datasets often become biased toward the majority 

class, resulting in high overall accuracy but poor 

sensitivity for detecting septic patients.To overcome 

this limitation, the Synthetic Minority 

Oversampling Technique (SMOTE) was applied 

exclusively to the training dataset. SMOTE 

generates synthetic minority-class samples by 

interpolating between neighbouring minority 

instances rather than simply duplicating existing 

observations (Chawla et al., 2002). This approach 

improves classifier learning by increasing the 

representation of septic patients while reducing 

overfitting associated with simple oversampling 

techniques.The application of SMOTE was expected 

to improve model recall, F1-score, and overall 

minority-class discrimination without introducing 

information leakage into the testing dataset. 

 

 

3.3 Hyper-parameter Optimization Using 

Optuna 

Machine learning model performance is 

highly dependent on the selection of optimal 

hyperparameter values. Rather than relying on 

manually selected parameters or exhaustive grid 

search, this study employed Optuna, a Bayesian 

hyperparameter optimization framework that 

automatically identifies high-performing parameter 

combinations through adaptive 

search.Optunautilizes the Tree-structured Parzen 

Estimator (TPE) algorithm to iteratively explore 

the hyperparameter search space while learning 

from previous optimization trials (Akibaet al., 

2019). Compared with traditional optimization 

approaches, Bayesian optimization significantly 

reduces computational cost while improving model 

performance.To enhance model generalizability and 

minimizeoverfitting, hyperparameteroptimization 

was performed using 5-fold stratified cross-

validation. During each optimization trial, the 

training dataset was partitioned into five equally 

sized folds. Four folds were used for model training, 

while the remaining fold served as the validation 

dataset. This process was repeated five times until 

each fold had served as the validation set exactly 

once. The average validation performance across the 

five folds was then used as the optimization 

objective.Hyperparametersoptimized included 

learning rate, maximum tree depth, number of 

boosting iterations, minimum child weight, feature 

subsampling ratio, row subsampling ratio, 

regularization parameters, and tree-specific 

parameters unique to each gradient boosting 

algorithm. 

 

3.4 Machine learning Algorithms 

Three gradient boosting algorithms were 

comparatively evaluated owing to their excellent 

predictive performance in healthcare classification 

problems. 

3.4.1 Extreme Gradient Boosting 

Extreme Gradient Boosting (XGBoost) is an 

advanced ensemble learning algorithm that 

constructs additive decision trees sequentially while 

minimizing a regularized objective function. The 

algorithm employs second-order gradient 

optimization, shrinkage, parallel tree construction, 

and regularization techniques to improve predictive 

accuracy while reducing model complexity (Chen 

and Guestrin, 2016). 

3.4.2 Light Gradient Boosting Machine 

LightGBM is a histogram-based gradient boosting 

algorithm specifically designed for computational 

efficiency and scalability when handling large 

datasets (Keet al., 2017). Unlike conventional level-
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wise tree growth, LightGBM adopts a leaf-wise tree 

expansion strategy that selects leaves with the 

maximum loss reduction, resulting in improved 

predictive performance and faster training.Its 

principal advantages includes Faster training speed, 

Lower memory consumption, Efficient handling of 

high-dimensional data, Improved scalability and 

Strong predictive accuracy. These characteristics 

make LightGBM particularly suitable for large 

clinical datasets containing numerous physiological 

variables. 

3.4.3 CatBoost 

CatBoost is a gradient boosting algorithm developed 

to effectively process datasets containing categorical 

and numerical variables while minimizing 

prediction bias (Prokhorenkovaet al., 2018). The 

algorithm introduces ordered boosting and advanced 

target encoding techniques that substantially reduce 

overfitting during model training.Compared with 

other boosting algorithms, CatBoost offers several 

advantages which includes Reduced prediction bias, 

Excellent handling of categorical variables, High 

robustness against overfitting, Minimal 

preprocessing requirements, and Strong predictive 

performance on heterogeneous clinical 

datasets.These characteristics make CatBoost highly 

suitable for electronic health record data where 

demographic and clinical variables often coexist. 

IV. Result Findings 
This section presents the predictive 

performance of the proposed machine learning 

models for early sepsis detection at three clinically 

relevant prediction horizons: 6 hours, 12 hours, and 

24 hours before the onset of sepsis. Three optimized 

gradient boosting algorithms includes LightGBM, 

XGBoost, and CatBoost—were comparatively 

evaluated after data preprocessing, class balancing 

using the Synthetic Minority Oversampling 

Technique (SMOTE), and Bayesian hyperparameter 

optimization using Optuna with five-fold cross-

validation. Model performance was assessed using 

Accuracy, Precision, Recall, F1-score, and Receiver 

Operating Characteristic Area Under the Curve 

(ROC-AUC) to provide a comprehensive evaluation 

of classification performance. 

 

4.1 Predictive Performance for Sepsis Detection 

after 6 Hours 

Table 4.1 presents the predictive performance of the 

three optimized machine learning models for 

detecting sepsis six hours before disease onset. 

 

Table 4.1: Model Predictive Performance for Sepsis Detected after 6 Hours 

Model Accuracy Precision Recall F1-score ROC-AUC 

LightGBM 0.9745 0.9148 0.5797 0.6285 0.8625 

XGBOOST 0.9714 0.7563 0.5982 0.6392 0.8411 

CatBOOST 0.9744 0.8997 0.5820 0.6309 0.8562 

 

The results presented in Table 4.1 

demonstrate that all three gradient boosting 

algorithms achieved excellent predictive 

performance for early sepsis detection at the 6-hour 

prediction horizon, with classification accuracies 

exceeding 97%. Among the evaluated models, 

LightGBM achieved the highest overall 

classification accuracy of 97.45%, marginally 

outperforming CatBoost (97.44%) and XGBoost 

(97.14%). This indicates that LightGBM provided 

the highest proportion of correctly classified septic 

and non-septic patients during early prediction. 

Similarly, LightGBM recorded the highest precision 

(91.48%), suggesting that the model generated the 

fewest false-positive predictions among the 

evaluated algorithms. Furthermore, LightGBM 

achieved the highest ROC-AUC value (0.8625), 

indicating superior capability in discriminating 

between septic and non-septic patients across 

different classification thresholds. Although 

XGBoost produced the lowest overall classification 

accuracy, it achieved the highest recall 

(59.82%)andhighest F1-score (63.92%), 

demonstrating greater sensitivity in identifying 

patients who subsequently developed sepsis. From a 

clinical perspective, this finding is particularly 

important because higher recall reduces the 

likelihood of failing to identify high-risk patients 

who may benefit from earlier medical intervention. 

CatBoost demonstrated competitive predictive 

performance across all evaluation metrics, attaining 

the second-highest classification accuracy (97.44%), 

precision (89.97%), and ROC-AUC (0.8562). 

Overall, the results indicate that while LightGBM 

exhibited superior overall discriminative 

performance at the 6-hour prediction horizon, 

XGBoost showed greater capability in identifying 

positive sepsis cases. 

 

4.2 Predictive Performance for Sepsis Detection 

after 12 Hours 

Table 4.2 presents the comparative predictive 

performance of the optimized machine learning 

models for detecting sepsis twelve hours before 

disease onset. 
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Table 4.2: Model Predictive Performance for Sepsis Detected after 12 Hours 

Model Accuracy Precision Recall F1-score ROC-AUC 

LightGBM 0.9719 0.9360 0.6436 0.7112 0.8840 

XGBOOST 0.9686 0.8267 0.6574 0.7099 0.8644 

CatBOOST 0.9709 0.9073 0.6408 0.7048 0.8772 

 

The results shown in Table 4.2 reveal that 

the predictive capability of all three models 

remained consistently high at the 12-hour prediction 

horizon. Once again, LightGBM achieved the 

highest overall classification accuracy (97.19%) and 

ROC-AUC (0.8840), demonstrating excellent 

discriminatory performance between septic and non-

septic patients. Additionally, LightGBM recorded 

the highest precision (93.60%), indicating a low 

false-positive rate. XGBoost continued to 

demonstrate superior sensitivity by achieving the 

highest recall (65.74%), indicating that it correctly 

identified a greater proportion of septic patients than 

the competing algorithms. Although its 

classification accuracy (96.86%) was slightly lower 

than those of LightGBM and CatBoost, the model 

maintained a highly competitive F1-score (70.99%), 

reflecting a balanced trade-off between precision 

and recall. CatBoost also produced robust predictive 

performance, recording a classification accuracy of 

97.09%, precision of 90.73%, recall of 64.08%, and 

ROC-AUC of 0.8772. The relatively small 

performance differences observed among the three 

algorithms suggest that all models effectively 

captured the complex relationships present in the 

clinical data after hyperparameter optimization. 

Compared with the 6-hour prediction horizon, all 

models demonstrated noticeable improvements in 

recall, F1-score, and ROC-AUC. This finding 

indicates that physiological indicators associated 

with sepsis become increasingly distinguishable as 

the onset of the condition approaches, enabling 

more accurate prediction by the machine learning 

algorithms. 

 

4.3 Predictive Performance for Sepsis Detection 

after 24 Hours 

The predictive performance of the optimized models 

for detecting sepsis twenty-four hours before disease 

onset is presented in Table 4.3. 

 

Table 4.3: Model Predictive Performance for Sepsis Detected after 24 Hours 

Model Accuracy Precision Recall F1-score ROC-AUC 

LightGBM 0.9666 0.9368 0.7119 0.7812 0.9134 

XGBOOST 0.9649 0.8922 0.7233 0.7818 0.9061 

CatBOOST 0.9668 0.9463 0.7086 0.7798 0.9106 

 

The results presented in Table 4.3 

demonstrate a slightly different performance pattern 

compared with the earlier prediction horizons. 

CatBoost achieved the highest classification 

accuracy (96.68%) and the highest precision 

(94.63%), indicating superior overall prediction 

accuracy while producing the fewest false-positive 

classifications. Conversely, LightGBM achieved the 

highest ROC-AUC (0.9134), demonstrating the 

strongest overall ability to distinguish between 

septic and non-septic patients across varying 

classification thresholds. The model also maintained 

a high precision of 93.68%, further confirming its 

excellent discriminatory capability. Among the three 

algorithms, XGBoost recorded the highest recall 

(72.33%)and F1-score(78.18%), indicating that it 

successfully identified the largest proportion of 

septic patients while maintaining a balanced trade-

off between sensitivity and precision. The improved 

recall observed for XGBoost suggests that the 

algorithm becomes increasingly effective as 

additional physiological information becomes 

available over longer prediction windows. Overall, 

the results indicate that although CatBoost achieved 

marginally higher classification accuracy, 

LightGBM demonstrated superior discriminative 

ability, while XGBoost consistently exhibited the 

strongest capability for identifying patients at risk of 

developing sepsis. 

 

V. Discussion 
The primary objective of this study was to 

develop and comparatively evaluate an optimized 

machine learning framework for early sepsis 

prediction using three state-of-the-art gradient 

boosting algorithms. The proposed framework 

integrated comprehensive data preprocessing, 

Synthetic Minority Oversampling Technique 

(SMOTE) for addressing class imbalance, and 

Bayesian hyperparameter optimization using Optuna 

with five-fold cross-validation. The experimental 

results demonstrated that all three models achieved 

excellent predictive performance across the three 

clinically relevant prediction horizons (6, 12, and 24 
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hours), confirming the effectiveness of ensemble 

learning methods for supporting early sepsis 

diagnosis. One of the most notable findings of this 

study is the consistently high predictive 

performance achieved by all three optimized 

models. Classification accuracies above 96% were 

obtained across all prediction windows, indicating 

that the proposed preprocessing and optimization 

framework effectively captured the complex 

relationships that exist among physiological and 

laboratory variables associated with sepsis. These 

findings support previous research suggesting that 

gradient boosting algorithms outperform many 

conventional machine learning methods because of 

their ability to model nonlinear interactions, reduce 

prediction error sequentially, and maintain strong 

generalization performance when trained on 

heterogeneous clinical datasets (Chen and Guestrin, 

2016; Keet al., 2017; Prokhorenkovaet al., 2018). 

The comparative evaluation further revealed that 

LightGBM consistently achieved the highest ROC-

AUC valuesacross the three prediction horizons 

(0.8625, 0.8840, and 0.9134). ROC-AUC is widely 

regarded as one of the most informative evaluation 

metrics for imbalanced clinical datasets because it 

measures the model's ability to distinguish between 

septic and non-septic patients across different 

classification thresholds. The superior ROC-AUC 

obtained by LightGBM suggests that the algorithm 

possesses excellent discriminative capability and is 

more reliable for overall diagnostic classification. 

The strong performance of LightGBM may be 

attributed to its histogram-based learning strategy 

and leaf-wise tree growth mechanism, which enable 

efficient identification of complex nonlinear 

relationships while minimizing computational 

complexity (Keet al., 2017). Similar observations 

were reported by Wang et al. (2023), who found that 

LightGBM outperformed several competing 

ensemble learning models for ICU patient prediction 

owing to its computational efficiency and high 

predictive accuracy. Although LightGBM 

demonstrated the strongest overall discriminatory 

capability, XGBoostconsistently achieved the 

highest recall values at the 6-hour (59.82%), 12-

hour (65.74%), and 24-hour (72.33%) prediction 

horizons. In clinical practice, recall is arguably one 

of the most important evaluation metrics because it 

reflects the proportion of septic patients correctly 

identified by the prediction model. Missing a septic 

patient (false negative) may delay treatment 

initiation, thereby increasing the likelihood of organ 

failure and mortality. Therefore, the superior recall 

achieved by XGBoost indicates that the algorithm is 

particularly suitable when maximizing patient 

detection is prioritized over minimizing false-

positive predictions. This observation aligns with 

the findings of Li et al. (2023), who reported that 

XGBoost demonstrated superior sensitivity for early 

sepsis prediction compared with several 

conventional machine learning algorithms. Another 

important observation concerns the performance of 

CatBoost, which achieved the highest classification 

accuracy (96.68%) and precision (94.63%) at the 

24-hour prediction horizon. The high precision 

indicates that CatBoost generated fewer false-

positive classifications, thereby reducing the risk of 

unnecessary clinical interventions. CatBoost's 

competitive performance can largely be attributed to 

its ordered boosting algorithm and effective 

handling of heterogeneous clinical variables, which 

reduce prediction bias and improve model 

robustness (Prokhorenkovaet al., 2018). Similar 

findings have been reported by Ahmed et al. (2024), 

who demonstrated that CatBoost achieved high 

predictive performance in intensive care mortality 

prediction due to its ability to effectively process 

complex clinical datasets. The results also 

demonstrate a clear improvement in predictive 

performance as the prediction horizon approached 

the onset of sepsis. Specifically, recall increased 

from approximately 58–60% at the 6-hour 

prediction horizon to over 70% at the 24-hour 

prediction horizon, while ROC-AUC values also 

increased consistently across all models. This trend 

suggests that physiological abnormalities associated 

with sepsis become progressively more 

distinguishable as the disease develops, allowing 

machine learning algorithms to identify predictive 

patterns with greater confidence. These findings are 

consistent with those of Reyna et al. (2022), who 

observed that prediction accuracy generally 

improves when models have access to more 

temporally informative physiological measurements 

collected closer to the onset of sepsis. A key 

contribution of the present study is the integration of 

Bayesian hyperparameter optimization using 

Optuna. Unlike many previous studies that relied on 

manually selected parameters or conventional 

optimization techniques such as grid search and 

random search, this study employed Optuna with 

five-fold cross-validation to identify optimal model 

configurations efficiently. Bayesian optimization 

adaptively explores the hyperparameter search space 

based on previous optimization trials, thereby 

reducing computational cost while improving 

predictive performance (Akibaet al., 2019). The 

consistently high performance achieved by all three 

algorithms suggests that hyperparameter 

optimization substantially enhanced model 

generalization and minimized the risk of overfitting. 

These findings support recent studies advocating 
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Bayesian optimization as an effective strategy for 

improving machine learning performance in 

healthcare prediction tasks. Similarly, the 

application of SMOTE played an important role in 

addressing the severe class imbalance inherent in 

sepsis datasets. Clinical prediction datasets 

frequently contain substantially fewer septic than 

non-septic cases, causing machine learning models 

to favor the majority class during training. By 

generating synthetic minority-class samples, 

SMOTE improved the representation of septic 

patients within the training data and contributed to 

the relatively high recall values achieved across all 

three models. This observation corroborates 

previous findings by Douzas and Bacao (2019), who 

demonstrated that synthetic oversampling 

techniques substantially improve minority-class 

prediction performance in highly imbalanced 

healthcare datasets.Overall, the findings 

demonstrate that the proposed machine learning 

framework provides a robust and effective approach 

for early sepsis prediction. While LightGBM 

exhibited the strongest overall discriminative 

capability, XGBoost achieved superior sensitivity, 

and CatBoost demonstrated the highest predictive 

precision, all three optimized models showed 

considerable potential for integration into intelligent 

clinical decision support systems. Their ability to 

identify patients at risk of sepsis several hours 

before clinical diagnosis could facilitate earlier 

intervention, improve patient outcomes, and reduce 

sepsis-related mortality within critical care 

environments. 

 

VI. Conclusion 
This study developed and comparatively 

evaluated an optimized machine learning framework 

for early sepsis prediction using LightGBM, 

XGBoost, and CatBoost. By integrating 

comprehensive data preprocessing, SMOTE for 

class balancing, and Bayesian hyperparameter 

optimization using Optuna with five-fold cross-

validation, the proposed framework achieved 

excellent predictive performance across the 6-, 12-, 

and 24-hour prediction horizons, with classification 

accuracies exceeding 96%. Among the evaluated 

models, LightGBM demonstrated the strongest 

overall discriminatory performance, XGBoost 

consistently achieved the highest recall, making it 

particularly effective for identifying septic patients, 

while CatBoost attained the highest classification 

accuracy and precision at the 24-hour prediction 

horizon. These findings highlight the effectiveness 

of optimized gradient boosting algorithms for early 

sepsis prediction and their potential application in 

intelligent clinical decision support systems.Despite 

these promising results, the study was limited by the 

use of a single publicly available intensive care 

dataset without external validation, which may 

affect the generalizability of the findings. Future 

research should validate the proposed framework 

using multi-centre clinical datasets and incorporate 

explainable artificial intelligence techniques, such as 

SHAP and LIME, to improve model transparency 

and clinical trust. Further exploration of advanced 

deep learning model, federated learning, multimodal 

healthcare data, and real-time hospital deployment 

could further enhance early sepsis prediction. 

Overall, the proposed framework provides a robust 

and clinically relevant approach for supporting 

timely sepsis diagnosis and has the potential to 

improve patient outcomes through earlier 

intervention. 
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