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ABSTRACT:

Insider threats represent a significant challenge in
modern cybersecurity due to the legitimate access
privileges of internal users, which allow malicious
activities to blend with normal system behavior.
Traditional detection approaches, such as rule-based
and signature-based systems, are often ineffective in
identifying subtle or previously unseen anomalies.
On the other hand, machine learning-based
solutions, while more adaptive, frequently lack
interpretability, limiting their practical usability in
security operations.

This paper presents a User Behavior—Based Insider
Threat Detection System that integrates real-time
monitoring, a hybrid detection engine, and
Explainable Al (XAI) to improve both detection
accuracy and transparency. The system continuously
monitors user activity in Linux environments by
analyzing authentication logs (/var/log/auth.log) and
capturing process-level command execution using
the auditd framework. Behavioral features such as
login patterns, failed login attempts, session
characteristics, command execution rates, and
privilege usage are extracted to build individualized
user behavior profiles.

2. INTRODUCTION

2.1 Background

With the rapid expansion of digital infrastructure
and organizational reliance on information systems,
cybersecurity threats have become increasingly
sophisticated. While significant efforts have been
made to defend against external attackers, insider
threats—originating from authorized users such as
employees or administrators—remain a critical and
often underestimated risk. These threats are
particularly dangerous because insiders operate
within trusted environments and possess legitimate
access to sensitive resources.

Unlike external attacks, insider activities often
resemble normal behavior, making them difficult to
detect using traditional security mechanisms.

Reports indicate that insider-related incidents
account for a substantial portion of data breaches
and security violations [6]. These threats may
involve malicious intent, such as data theft or system
sabotage, or unintentional actions resulting from
negligence.

2.2 Problem Statement

Existing insider threat detection approaches face
several limitations. Rule-based systems rely on
predefined thresholds and known attack patterns,
making them ineffective against novel or evolving
threats. Supervised machine learning models require
large labeled datasets, which are often unavailable in
real-world insider threat scenarios [2]. Furthermore,
many machine learning models operate as black
boxes, providing little insight into why a particular
behavior is classified as anomalous, thereby
reducing analyst trust and adoption [5].

These challenges highlight the need for a system that
is not only accurate and adaptive but also
interpretable and practical for real-time deployment.

2.3 Proposed Approach

To address these limitations, this paper proposes a
hybrid insider threat detection system that focuses
on identifying deviations from normal user behavior
rather than relying solely on predefined attack
signatures. The system integrates multiple
components to achieve this objective.

First, it performs real-time monitoring of user
activity on Linux systems, collecting authentication
logs and process-level command execution data
using auditd. Second, it employs a hybrid detection
engine that combines rule-based detection with an
unsupervised anomaly detection model, specifically
the Isolation Forest, which is well-suited for
detecting rare and unusual patterns in high-
dimensional data [1].

Additionally, the system introduces a dynamic risk
scoring mechanism that aggregates multiple
behavioral indicators into a unified score ranging
from 0 to 100. This score reflects the severity of
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potential threats and incorporates temporal decay to
prioritize recent activities.

To improve usability and trust, the system integrates
Explainable AI (XAI) techniques that generate
natural language explanations and counterfactual
scenarios, enabling security analysts to understand
the reasoning behind each alert.

3. LITERATURE REVIEW

Insider threat detection has been widely studied
using rule-based systems, machine learning
techniques, and behavior-based approaches. This
section discusses key research contributions and
highlights their limitations, which motivate the
proposed hybrid and explainable system.

3.1 Isolation Forest for Anomaly Detection

Liu et al. introduced the Isolation Forest algorithm,
an unsupervised anomaly detection technique that
isolates anomalies by randomly partitioning data [1].
Unlike traditional methods that profile normal data,
Isolation Forest identifies anomalies based on how
easily they can be separated from the rest of the
dataset.

This method is computationally -efficient and
performs well on high-dimensional data, making it
suitable for cybersecurity applications such as user
behavior analysis. However, a major limitation is the
lack of interpretability, as the model only produces
anomaly scores without explaining the underlying
reasons for classification.

3.2 Machine Learning in Intrusion Detection
Sommer and Paxson analyzed the application of
machine learning in intrusion detection systems and
identified several practical challenges [2]. They
emphasized that real-world security data is often
noisy, imbalanced, and lacks proper labeling, which
significantly affects model performance.

Their work highlights that relying solely on machine
learning models is insufficient for security
applications. Instead, domain knowledge and rule-
based techniques should be integrated to improve
robustness and reliability.

3.3 Anomaly Detection and Behavior Analysis
Chandola et al. presented a comprehensive survey
on anomaly detection techniques, categorizing them
into statistical, distance-based, and clustering-based
methods [3]. The study emphasized the importance
of behavior-based analysis for detecting rare and
unknown events.

Behavioral profiling is particularly useful in insider
threat detection, where the goal is to identify
deviations from normal user activity. However, such
systems may generate false positives when

legitimate wuser behavior changes over time,
indicating the need for adaptive and context-aware
models.

3.4 Hybrid Intrusion Detection Systems

Kim et al. proposed a hybrid intrusion detection
system that combines rule-based detection with
anomaly detection techniques [4]. Their approach
demonstrated improved detection performance by
leveraging the strengths of both methods.While
hybrid systems provide better accuracy, most
existing implementations focus on network-level
monitoring and do not include real-time process-
level tracking or user-specific behavioral baselines.
Additionally, they often lack explainability, making
it difficult for analysts to interpret alerts.

3.5 Explainable AI in Cybersecurity

Ribeiro et al. introduced LIME, a technique for
explaining machine learning predictions by
approximating them with interpretable models [5].
This work has been influential in promoting
transparency in Al systems.

In cybersecurity, explainability is crucial for
enabling analysts to trust and wvalidate alerts.
However, most existing systems provide limited
explanations and do not incorporate advanced
techniques such as counterfactual reasoning, which
can offer actionable insights.

3.6 Research Gap
Based on the reviewed literature, the following gaps
are identified:
o Isolation Forest provides effective anomaly
detection but lacks interpretability
e Machine learning models face challenges
with real-world data and labeling
e  Hybrid systems improve detection but lack
transparency and real-time depth
e Limited focus on process-level monitoring
(command tracking)
e Lack of integration of Explainable Al with
counterfactual explanations

3.7 Positioning of Proposed Work

The proposed system addresses these gaps by
combining rule-based detection and Isolation Forest,
enabling both known and unknown threat detection.
It incorporates real-time  monitoring  of
authentication logs and command execution, along
with a dynamic risk scoring mechanism.
Furthermore, the integration of Explainable Al with
natural language and counterfactual explanations
enhances transparency and usability, making the
system more practical for real-world deployment.
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4. SYSTEM ARCHITECTURE

The proposed insider threat detection system is
designed using a modular and layered architecture to
enable real-time monitoring, efficient data
processing, and accurate anomaly detection. The
architecture ensures scalability, flexibility, and clear
separation of responsibilities among system
components.

4.1 Architectural Overview

The system operates as a pipeline that captures user
activity, processes it into structured features, applies
hybrid detection techniques, and generates a
dynamic risk score. The overall architecture consists
of four primary layers: Data Collection Layer,
Feature Processing Layer, Detection Engine, and
Visualization Layer.

Figure 1: System Architecture

The architecture follows a sequential data flow:
User Activity — Data Collection — Feature
Processing — Detection Engine — Risk Scoring —
Storage — Dashboard

This structured flow enables continuous monitoring
and real-time threat detection.

4.2 Data Collection Layer
The Data Collection Layer is responsible for
gathering real-time user activity from the Linux
system. It integrates multiple data sources to ensure
comprehensive monitoring.
1. Authentication Log Monitoring
The system parses authentication logs from
/var/log/auth.log, capturing:

e  Successful and failed login attempts

e Login timestamps

e  Session start and termination events
These logs provide essential information for
detecting suspicious login behavior.
2. Process-Level Monitoring
To capture detailed user activity, the system utilizes
the Linux audit framework (auditd). This enables
monitoring of all executed commands, including:

e Command execution frequency

e  User-specific command patterns

e Privileged (sudo) command usage
Unlike traditional systems that focus only on
authentication logs, this approach provides deeper
visibility into user actions.

4.3 Feature Processing Layer

The Feature Processing Layer transforms raw log
data into structured behavioral features suitable for
analysis. This transformation is performed using a
sliding time window of 5 minutes, which allows the
system to capture recent activity trends.

The extracted features include:

e Login hour and login frequency

e  Number of failed login attempts

e Session duration and sessions per day

e Total command count and commands per

minute

e  Frequency of sudo usage

e Detection of sudden activity spikes
This layer plays a critical role in converting
unstructured system logs into meaningful inputs for
the detection engine.

4.4 Detection Engine
The Detection Engine is the core component of the
system, responsible for identifying anomalous
behavior using a hybrid detection approach.
1. Rule-Based Detection Module
The rule-based component identifies known
suspicious patterns using predefined thresholds.
Examples include:

e Excessive failed login attempts within a

short duration

e Login activity during unusual hours

e  Sudden spikes in command execution

o Frequent use of privileged commands
This module provides fast and interpretable
detection for well-known attack patterns.

2. Machine Learning Module

To detect unknown and subtle anomalies, the system
employs the Isolation Forest algorithm, an
unsupervised anomaly detection technique [1]. The
model is trained during the learning phase using
normal user behavior data.

During the monitoring phase, the model evaluates
incoming feature vectors and assigns anomaly
scores based on deviations from learned patterns.
This enables the detection of previously unseen
insider threats.

4.5 Risk Scoring Module
The outputs of the rule-based and machine learning
modules are combined to compute a dynamic risk
score ranging from 0 to 100.
The risk score is calculated using a weighted
combination of:

e Rule-based violation scores

e  Machine learning anomaly scores
Additionally, the system incorporates a temporal
decay mechanism, which gradually reduces the risk
score in the absence of suspicious activity. This
ensures that alerts reflect recent behavior rather than
outdated events.

DOI: 10.35629/5252-0805586593

| Impact Factor value 6.18 | ISO 9001: 2008 Certified Journal Page 588



\_Jhk International Journal of Advances in Engineering and Management (IJAEM)

—

JAEM

Volume 8, Issue 5 May. 2026, pp: 586-593 www.ijaem.net

4.6 Data Storage Layer

The system uses a lightweight SQLite database to
store:

Extracted features

Risk scores

Alert logs and explanations

Historical user activity

This enables efficient retrieval of past data for
analysis, visualization, and system improvement.

4.7 Visualization Layer
The Visualization Layer is implemented using a
Streamlit-based dashboard, providing real-time
insights into user activity and system behavior.
The dashboard includes:

e  Alive risk score indicator
User activity timelines
Alert logs with explanations
Historical trends of risk scores
Feedback interface for labeling alerts
This layer enhances usability by enabling security
analysts to monitor and interpret system outputs
effectively.

4.8 Workflow Summary
The overall system workflow can be summarized as
follows:
1. User activity is continuously monitored
through logs and process tracking
2. Raw data is processed into behavioral
features using a sliding window
3. The detection engine analyzes the features
using rule-based and machine learning
techniques
4. A dynamic risk score is generated based on
detected anomalies
5. Results are stored and visualized through
the dashboard
6. User feedback is incorporated to improve
system performance
5. METHODOLOGY
The proposed insider threat detection system
follows a structured methodology that includes data
collection, feature engineering, model training, real-
time monitoring, and risk evaluation. The
methodology is designed to detect deviations from
normal user behavior using a hybrid approach that
combines rule-based detection and unsupervised
machine learning.

5.1 Data Acquisition

The system collects real-time data from two primary
sources within a Linux environment:

1. Authentication Logs

Authentication-related events are extracted from
/var/log/auth.log, including:

e  Successful login attempts

e Failed login attempts

e Login timestamps

e Session initiation and termination
These logs provide critical information for
identifying suspicious login behavior.
2. Process Monitoring
The system uses the Linux auditing tool auditd to
capture all executed commands. This enables
detailed tracking of:

e Command execution frequency

e  User-specific activity patterns

e  Privileged (sudo) command usage
This  dual-source data collection ensures
comprehensive visibility into user behavior.

5.2 Feature Engineering
Raw data collected from logs is transformed into
structured behavioral features using a sliding time
window of 5 minutes. This allows the system to
capture recent activity patterns and detect short-term
anomalies.
Extracted Features Include:

e Login hour
Number of failed login attempts
Login frequency within the time window
Session duration
Number of sessions per day
Total command count
Commands per minute
Frequency of sudo usage
Detection of activity spikes
These features are selected to represent both
authentication behavior and command-level activity,
providing a comprehensive behavioral profile for
each user.

5.3 Learning Phase
The system initially operates in a learning phase,
during which no alerts are generated. In this phase:
e Baseline behavior is established for each
user
e Normal activity patterns are recorded
o The Isolation Forest model is trained on
feature data representing normal behavior

5.4 Monitoring Phase
After the learning phase, the system transitions into
the monitoring phase, where real-time detection is
performed.
In this phase:

e Incoming data is continuously processed
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o Features are extracted using the sliding
window

e The detection engine evaluates user
behavior

e  Risk scores are generated in real time

5.5 Hybrid Detection Approach
The system employs a hybrid detection strategy that
combines rule-based methods with machine
learning.
1. Rule-Based Detection
Predefined rules are used to detect known suspicious
activities, such as:

e  Multiple failed login attempts within a

short period

e Login during unusual hours

e  Sudden spikes in command execution

e Excessive use of privileged commands
These rules provide fast and interpretable detection.

2. Machine Learning Detection
The system uses the Isolation Forest algorithm to
detect anomalies in user behavior [1]. The model
assigns anomaly scores based on how much a data
point deviates from the learned baseline.
This approach enables detection of:

e  Unknown attack patterns

e  Subtle behavioral deviations

5.6 Risk Scoring Mechanism

The system computes a dynamic risk score (0—100)
by combining outputs from both detection methods.
The risk score is calculated based on:

e Rule-based violations

contribution)

e  Machine learning anomaly scores
Additionally, a risk decay mechanism is applied over
time to ensure that older anomalies have less impact
on the current risk level.

(weighted

5.7 Explainable AI Integration
To improve interpretability, the system incorporates
Explainable Al techniques that generate:
1. Natural Language Explanations
Examples include:
e  “Multiple failed login attempts detected
within 5 minutes”
e “Unusual login time observed for the user”
2. Counterfactual Explanations
These provide “what-if” scenarios, such as:
e  “Iflogin occurred during normal hours, the
risk score would decrease significantly”
This enhances transparency and helps analysts
understand system decisions [5].

5.8 Feedback Mechanism
The system includes a feedback loop where users
can label alerts as:
e Real Threat
e False Alarm
This feedback is used to:
e  Adjust detection thresholds
e Improve system accuracy over time
e Reduce false positives

5.9 Methodology Workflow Summary
The overall methodology can be summarized as
follows:
1. Collect wuser activity data (logs and
commands)
2. Extract behavioral features using a sliding
window

3. Train the model during the learning phase

4. Monitor real-time activity in the detection
phase

5. Apply hybrid detection (rules + Isolation
Forest)

6. Compute dynamic risk score
7. Generate explanations and alerts

6. IMPLEMENTATION

The proposed insider threat detection system is
implemented as a modular framework in Python,
consisting of multiple components responsible for
data collection, risk computation, and visualization.
The system is designed to operate in real time on a
Linux environment, integrating system logs, process
monitoring, and a lightweight database for storage.

6.1 System Modules
The implementation is divided into four primary
modules:

e Log Monitoring Module (monitoring.py)

e  Process Monitoring Module

(process_monitor.py)

e Risk Engine (risk_engine.py)

e  Visualization Dashboard (dashboard.py)
Each module performs a specific function within the
overall system architecture.

6.2 Log Monitoring Module
The log monitoring module continuously reads
authentication logs from the Linux system
(/var/log/auth.log) using a real-time streaming
approach.
The module utilizes pattern matching techniques to
extract:

e Failed login attempts

e  Successful login events

e Privileged (sudo) command executions
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Each log entry is parsed to identify the
corresponding user and event type. The extracted
events are then forwarded to the risk engine for
further analysis.

This module enables real-time tracking of
authentication-related behavior and forms the
foundation for detecting abnormal login patterns.

6.3 Process Monitoring Module
To capture detailed user activity, the system
integrates with the Linux auditing framework
(auditd). The process monitoring module uses
system-level commands to track executed processes
in real time.
The module extracts:
e  Username associated with each command
e Executed command details
Each command execution is treated as an event and
passed to the risk engine. This allows the system to
monitor not only login behavior but also continuous
user activity at the command level, providing deeper
behavioral insights.

6.4 Risk Engine
The risk engine is the core component responsible
for maintaining user state, computing risk scores,
and storing results. The implementation uses in-
memory data structures combined with persistent
storage.
Sliding Window Mechanism
A deque-based sliding window is maintained for
each user to store recent events within a fixed time
interval (5 minutes). This enables efficient tracking
of short-term behavioral patterns.
Risk Computation
The system applies a rule-based scoring mechanism
based on observed activity patterns. For example:
o Failed login attempts increase risk
progressively
e Excessive sudo usage contributes
additional risk
e Combined patterns (e.g., failed login
followed by success) further increase risk
e High command execution rates trigger
activity spike detection
The risk score is bounded within a range of 0 to 100
and updated dynamically for each user.
Risk Decay
A temporal decay mechanism is implemented to
reduce the risk score over time in the absence of
suspicious activity. This ensures that the system
reflects recent behavior rather than outdated events.
Data Storage
All events and risk scores are stored in a SQLite
database, which maintains:

e Event logs with timestamps and details

e Risk score history for each user
This enables both real-time analysis and historical
tracking.

6.5 Explainability Functions
The system includes built-in functions to generate
human-readable explanations for risk scores.
e The explain risk() function summarizes
contributing factors such as:
o Number of failed logins
o Sudo command usage
o Command activity
This provides transparency and helps users
understand why a particular risk level was assigned.

6.6 Visualization Dashboard
The system includes a web-based dashboard
implemented using the Streamlit framework .
The dashboard provides:
e Real-time risk score visualization using a
gauge indicator
e Historical risk trends over time
e  Tabular display of recent events
e Automated alert explanations
e Basic counterfactual insights (what-if
scenarios)
e  User feedback interface for labeling alerts
The dashboard continuously updates and allows
analysts to monitor user behavior interactively.

6.7 System Workflow
The complete implementation workflow is as
follows:
1. Authentication logs and process events are
collected in real time
2. Events are parsed and categorized into
predefined types
3. Therisk engine updates the sliding window
and computes risk scores
4. Risk scores are stored in the database
5. The dashboard retrieves and visualizes the
data
6. Users can provide feedback to refine
system behavior

6.8 Implementation Characteristics
The system is designed with the following
characteristics:
e Real-time operation using continuous log
monitoring
e Lightweight architecture using SQLite and
in-memory processing
e  Modular design enabling easy extension
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e Explainability support through natural
language summaries

e  User-centric monitoring with
individualized risk tracking

7. DISCUSSION AND OBSERVATIONS

The proposed system focuses on
monitoring user behavior and identifying deviations
through a dynamic risk scoring mechanism. Unlike
traditional intrusion detection systems that explicitly
classify activities as attacks, the system evaluates
behavioral patterns and assigns risk levels based on
observed anomalies. This approach makes the
system more adaptable to real-world environments
where user behavior may vary.

During normal operating conditions, the
system maintains low risk scores for users exhibiting
consistent and expected activity patterns. This
indicates that the baseline behavior is effectively
learned during the initial phase and that routine
operations do not trigger unnecessary alerts. As a
result, the system minimizes false positives under
standard usage scenarios.

When deviations from normal behavior
occur, the system responds by incrementally
increasing the risk score. For example, an increase
in failed login attempts within a short time window
leads to a noticeable rise in risk. Similarly, elevated
command execution rates and frequent usage of
privileged (sudo) commands contribute to higher
risk levels. These observations demonstrate that the
system is capable of capturing both individual
anomalies and correlated patterns of behavior.

A key strength of the system lies in its
hybrid detection logic, where multiple behavioral
indicators are combined rather than evaluated in
isolation. For instance, the combination of failed
login attempts and subsequent successful login
events results in a higher risk score compared to
either event alone. This enables the system to
identify more complex behavioral patterns that may
indicate suspicious activity.

Another important aspect is the
implementation of a sliding time window, which
allows the system to focus on recent activity. This
ensures that risk assessment is based on current
behavior rather than historical data alone. In
addition, the inclusion of a risk decay mechanism
prevents temporary anomalies from permanently
affecting a user’s risk level, thereby improving the
system’s responsiveness and stability.

The system also emphasizes
interpretability through explainable outputs. By
summarizing contributing factors such as failed
logins, command counts, and sudo usage, the system
provides meaningful insights into why a particular
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risk score was assigned. This enhances transparency
and supports better decision-making for users or
administrators.

Despite these strengths, the system has certain
limitations. The rule-based component requires
careful threshold selection, which may vary across
different environments. Additionally, while the
system effectively identifies deviations in behavior,
it does not explicitly classify events as malicious or
benign. Therefore, further analysis or integration
with additional security mechanisms may be
required for comprehensive threat response.
Overall, the proposed system demonstrates a
practical approach to insider threat monitoring by
combining real-time data collection, behavioral
analysis, and explainable risk scoring. It provides a
balance between simplicity, adaptability, and
interpretability, making it suitable for deployment in
user-centric monitoring scenarios.

8. CONCLUSION

This paper presented a user behavior—based
insider threat monitoring system that focuses on
identifying deviations in user activity through a
dynamic risk scoring mechanism. Unlike traditional
intrusion detection systems that rely on predefined
attack signatures, the proposed system emphasizes
behavioral analysis by continuously monitoring
authentication logs and process-level command
execution in a Linux environment.

The system integrates multiple
components, including real-time log monitoring,
feature extraction using a sliding time window, and
a rule-based risk engine with temporal decay. By
combining multiple behavioral indicators such as
failed login attempts, command execution
frequency, and privileged command usage, the
system effectively captures variations in user
activity patterns.

A key contribution of this work is the
incorporation of explainable outputs, which provide
human-readable insights into the factors influencing
the risk score. This enhances transparency and
usability, allowing users and administrators to better
understand system behavior. Additionally, the
modular design and lightweight implementation
using Python and SQLite make the system practical
for real-time deployment without requiring complex
infrastructure.

Overall, the proposed system demonstrates that
continuous behavior monitoring combined with
dynamic risk scoring can provide an effective and
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interpretable approach to identifying anomalous
user activity. The system is particularly useful in
environments where understanding user behavior is
more important than explicitly classifying attacks.

9. FUTURE WORK

While the proposed system provides a
functional and interpretable framework for user
behavior monitoring, several enhancements can be
explored in future work.

One potential improvement is the
integration of machine learning models, such as
Isolation Forest or clustering techniques, to detect
more subtle and complex anomalies beyond rule-
based patterns. This would enhance the system’s
ability to adapt to evolving user behavior.

The system can also be extended to support
cross-platform environments, including Windows-
based systems, enabling broader applicability in
enterprise settings. Additionally, incorporating
context-aware features, such as user roles and access
patterns, could further improve detection accuracy.

Another area for future development is the
implementation of an adaptive feedback
mechanism, where user feedback is automatically
used to adjust thresholds and refine risk scoring over
time. This would help reduce false positives and
improve system reliability.

Finally, the system can be enhanced by
integrating with enterprise security tools such as
SIEM platforms or cloud-based monitoring systems,
enabling large-scale deployment and centralized
analysis.
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